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The use of tandem mass spectrometry
(MS/MS) for the identification and analy-
sis of proteins has become widespread. In
the context of drug discovery, proteomics
efforts could identify potential drug targets,
interacting partners of drug targets, pro-
teins involved in cellular signaling or reg-
ulatory pathways that may contain drug
targets, or biomarkers diagnosing dis-
eases that could also be
drug targets (Figure 1).

There are many chal-
lenges, however, to iden-
tifying proteins by the
traditional method of liq-
uid chromatography
combined with MS/MS
(LC/MS/MS). Software
development to meet
some of these chal-
lenges is rapidly advanc-
ing, as demonstrated by
numerous presentations
at the past two American
Society for Mass Spec-
trometry annual meet-
ings. Beyond simply
collecting and storing
data, and applying dif-
ferent algorithms to identify proteins, an
overriding question has become, “How do
you know that you are getting the correct
protein identification?”

To address this issue, a number of dif-
ferent approaches (1–4) use training sets
containing information from correctly and,
in some cases, incorrectly sequenced pep-
tides to teach algorithms to function prop-
erly. These algorithms typically incorporate
high information content, and they can use
a large number of variables or measure-
ments from each spectrum. Models then
help derive probabilities that peptides are
correctly sequenced or proteins correctly
identified. In some cases, the algorithms
can include an analysis of post-transla-

tional or other covalent modifications of
proteins.

Bottom-up sequencing
“Bottom-up” capillary LC/MS/MS-based
protein identification, involving fragment-
ing and sequencing proteolytically pro-
duced peptides (Figure 1), has often relied
on two main algorithms, SEQUEST (5)

and Mascot (6). SEQUEST, for example,
searches databases of in silico enzyme-
digested, genome sequencing-derived pro-
teomes for comparison with observed
peptide masses and MS/MS spectra.

Bottom-up sequencing of complex pro-
tein mixtures, including whole-organism
proteomes, can generate data sets too large
(thousands of peptides) to be easily exam-
ined manually. We have used an Oracle data-
base and MEDUSA software to store such
data (7). As an example of analysis using
bottom-up sequencing data, we have taken
a subtractive proteomics approach to iden-
tifying proteins in complex affinity extracts
that are not present in control extracts. The
two data sets are compared, at the level of

peptide MS/MS spectra, by an autocorre-
lation function, and at the level of identified
proteins, by comparing protein accession
numbers.

Proteins identified in one data set (con-
trol) can thus be subtracted from those in
a second set (experiment) to derive proteins
uniquely present in the experiment. Once
an experiment such as an affinity extrac-
tion appears to be working, both it and the
control are done in quadruplicate and the
reproducibility of the identification derived
using the same software. Although tradi-
tional data-set comparisons involve some

form of differential stable isotope labeling
to quantitate differences in peptide levels,
this subtractive approach has worked quite
well in a number of systems.

Meta-analysis of database
outputs
Initially, one or two parameter cutoffs were
used to determine the correctness of
SEQUEST results. For example, if a peptide
+2 ion had a cross-correlation coefficient
above a defined threshold, it was presumed
to be correctly sequenced. Yet there were
many exceptions to these initial rules: cor-
rectly identified standard peptides with val-
ues below the cutoff, and incorrectly
identified peptides with values above it.
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Figure 1. Identification of proteins using MS/MS. Bottom-up sequencing can be used on complex peptide mixtures result-
ing from a single purified protein to an entire proteome. After one or more dimensions of peptide separation, the data can
be analyzed by different algorithms. In top-down sequencing, one or a few proteins are first at least partially purified, and
infused into a high-resolution mass spectrometer. The protein is purified by mass in the instrument and then fragmented in
the gas phase. The m/z of the protein and its fragments is analyzed using special software.
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Several approaches have been taken to fur-
ther analyze the data.

We have applied machine learning to
further analyze SEQUEST results (1).
Here, 13 parameters are used for each pep-
tide to construct a training set, which con-
sists of peptides known to be correctly and
incorrectly sequenced. The support vector
machine-learning algorithm, which is a
binary classifier, then determines the best
hyperplane in 13-parameter space that sep-
arates the correctly and incorrectly
sequenced peptides (Figure 2).

For an unknown peptide, the algorithm
in effect determines on which side of the
hyperplane the 13-parameter peptide vec-
tor lies and, thus, whether or not it is cor-
rectly sequenced. The distance from the
hyperplane can be converted into the prob-
ability that the peptide is correctly
sequenced. This approach is quite gen-
eral, applies to the most commonly
observed peptide charge states (+1, +2,
and +3), and can be applied to any charge
state if it is adequately represented in the
training sets.

This technique has been automated
and applied to protein identification in dif-
ferent systems, including cellular ubiqui-
tinated proteins (8) and proteins that bind
the hepatitis C IRES. A second technique
has used linear discriminant analysis of

four variables to determine whether +2 and
+3 peptide ions have been correctly
sequenced (2).

A third approach, developed in the labs
of Richard Smith (Pacific Northwest
National Laboratory), Vicki Wysocki
(University of Arizona), and John Yates
(Scripps Institute), uses sets of correctly
sequenced peptides but keeps track of the
intensities of the peptide fragments result-
ing from gas-phase cleavage. Peak inten-
sities have been analyzed for cleavage
between each pair of amino acids in a pep-
tide for +2 ions (9).

Because of the large number of different
possible residue pairs, which could be even
larger if modified amino acids are included,
data sets supporting this approach need to
be very large to be useful, typically tens of
thousands of spectra. Extending this
approach to the analysis of +3 ions—which
can fragment in a more complex fashion
than +2 or +1 ions, and which are common
in incomplete tryptic digests—will allow a
more complete analysis of typical LC/MS/
MS data.

Using sequence tags
A different approach to analyzing bottom-up
peptide-sequencing data uses partial
“sequence tags” derived from peptide
MS/MS spectra. To construct a sequence

tag, a peptide is divided into three parts: a
central contiguous sequence (whose length
depends on residues that can be identified
from an MS/MS spectrum, but might typi-
cally be three residues long), the remaining
mass difference between the short sequence
and the peptide N-terminus, and the mass
difference between the sequence and the C-
terminus. Because peptides do not always
fragment evenly between every pair of amino
acids in the sequence, this approach allows
for analysis of incompletely fragmenting
peptides, as long as a short stretch of
sequence can be established.

Mann and Wilm (10) originated the
approach, which has recently been
extended to an automated algorithm for pep-
tide +2 ions that searches sequence tags
against a database (3). This approach
includes using predicted peak intensities to
help assign correct sequence tags. When
a good sequence tag is found, mass dif-
ferences can still be present on either side
of the sequence that do not match those
expected. In these cases, additional mass
may be present, perhaps resulting from a
post-translational modification or mutation,
or mass may be absent because of a dif-
ferent mutation.

The sequence tag algorithm performs
better than SEQUEST when giving com-
plete protein sequences (3). When only par-
tial sequences are derived, performance is
not as good but indicates an opportunity
to improve the fit by adding modifications.
Identification of peptides not found by
SEQUEST suggests this automated
sequence tag approach may be comple-
mentary to the traditional database search
algorithms.

De novo sequencing
De novo sequencing, a third approach to ana-
lyzing bottom-up peptide-sequencing data,
does not use database searches but directly
fits the mass differences in MS/MS spec-
tra to individual amino acids, thereby con-
structing sequences. This approach can be
similar to the sequence tag approach, but it
does not stop after deriving a short sequence
tag from a peptide’s MS/MS spectrum.

Numerous de novo sequencing approaches
have been published in the past several years.
One recent algorithm that applies to +1 and
+2 peptide ions (11) divides peptide MS/MS
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Figure 2. Separation of positive (correctly sequenced) from negative (incorrectly sequenced) peptides
using machine-learning analysis. A hyperplane in 13-parameter space represents the boundary
between positives (blue) and negatives (red). A goal of using database search algorithms, or other analy-
ses, is complete separation of the two distributions.
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spectra into smaller sections with associated
sequences and then combines the shorter
sequences into longer sequences. Sequence
candidates are scored depending on the
intensity of ions in the analyzed section.

The longest common sequence candi-
dates are evaluated by comparing the
observed MS/MS spectra with spectra
predicted for each sequence based on a 236-
parameter mathematical model of the kinet-
ics of gas-phase peptide fragmentation (4).

The model was trained on 5600 MS/MS
spectra of peptides of known sequence; ini-
tial values for many model parameters
were based on published peptide physical
properties. The model gave an average
intensity-based similarity score between
normalized predicted and obser ved
MS/MS spectra of 0.73 (1.0 is the maxi-
mum value) for 147 test spectra not
included in the training set. An example is
shown in Figure 3.

The success of de novo approaches indi-
cates that, as these algorithms are adapted
to batch-mode processing of large bottom-
up peptide-sequencing data sets, they will
likely become more common in peptide and
protein analysis. De novo sequencing of data
from mass spectrometers with relatively low
mass accuracy (~300–1000 ppm), such as
3D ion traps commonly used in many pro-

teomics labs, can be limited by mass dif-
ferences between different residues or
modified residues that are less than the
mass accuracy of the instrument.

The high mass accuracy (1–2 ppm) of
instruments now becoming more common
in proteomics labs, such as Fourier trans-
form ion cyclotron resonance (FTICR)
mass spectrometers, will significantly
improve the capabilities not only of de
novo sequencing but of standard bottom-

up and meta-analysis
algorithms as well.

Top-down
sequencing
An emerging method,
complementary to pro-
tein identification via pep-
tide sequencing, involves
the high-resolution mea-
surement of an intact pro-
tein’s mass, and direct
fragmentation in the gas
phase. This “top-down”
intact protein sequencing
performs best with mass
spectrometers with very
high mass resolution and
accuracy, such as FTICR
or hybrid FTICR instru-
ments, although other
instrument types have
been used (12).

In this method, pro-
teins are fragmented by collision with
helium gas (collision-activated dissocia-
tion, or CAD), by electron capture to pro-
duce free radicals (electron-capture
dissociation, or ECD), or by absorption of
energy from an infrared laser (infrared
multiphoton dissociation, or IRMPD; 12).
When the masses of the protein and its
fragments are accurately measured, the
protein can be identified using software
such as ProSight PTM (http://prosightptm.
scs.uiuc.edu).

Differences between the observed and
gene-predicted masses can reflect post-
translational modifications, other covalent
modifications accumulated during protein
isolation or storage, or mutations. The loca-
tion of the modified sites can be discovered
by looking for mass shifts in the protein frag-
ments or by their further fragmentation.

This approach currently requires larger pro-
tein amounts (in the low-picomole range)
than bottom-up sequencing (low-attomole
levels in specialized labs).

However, bottom-up sequencing often
requires the experimenter to specify mod-
ifications before analysis, limiting discov-
ery of unexpected or novel modifications,
while top-down analysis shows all mass
shifts from unmodified protein. Modifica-
tions accounting for the mass shift are
then deduced from further experiments.
Top-down sequencing thus allows a parallel
examination of all modifications of an iso-
lated protein; this is of particular interest
for highly modified proteins such as his-
tones.

Analysis of MS/MS-based proteomics
data is advancing rapidly. In view of the large
amounts of data that can be collected, fully
automated first-pass data analysis will clearly
be necessary. Many scientists in the field
prefer to retain the capability to further
examine the most interesting results from
automated analysis; thus, new software
should facilitate manual reexamination.
The development of new software and algo-
rithms, and perhaps serial or parallel data
analyses by combining algorithms, will
clearly allow even more detailed, and more
complete, analysis of proteins than is cur-
rently possible.
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Figure 3. Simulation of a peptide MS/MS spectrum using the program
Mass Analyzer (4). The normalized experimental ion-trap MS/MS spec-
trum of the peptide AGAHLKGGAKR +2 ion is shown at the bottom, while
a normalized simulated spectrum is shown at the top. The simulation
correctly predicts most of the observed ions and also many relative peak
intensities. (Adapted with permission from Ref. 4.)
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